2245y 2% 2] (Temporal Difference Learning, TD)

JEF Al

VREEFOE R — 2R B RA . 4 FOER|—F R IBRGE T, SEfta P 248 1 10 204k R IRIR
RIE AT 2 AL 1] ?

o Jitk A GESERREE, PIREM, MSCERmEER . R, EAAEESE;

o Jitk B: BRI, BoMGE RO, O RKMEZ A, BB, AHSEES,
(AR AR 23 1] REA D 22 -

Jrik A RSHER (MC), Jrik B ALEMIFREN¥] (TD). TD Mok AL
W, REE T TEDRGE B + MR ) AT MR R E e, N
S50 52 RS T

BB Ak TD(0) Sk

[ JES R -
FFE R (MC) — HUSEREARBIE, B mH SEH :

V(St) < V(St) + a[Gt — V(St)]a Gt = Rt+1 + ’}’Rt+2 + -4 ’}/T_t_lRT

Gy 72 v (Sy) BIEMmMETT, (Er2ER (—&Bldshh), HAAH4F episode 454,
ZhEmx (DP) JHEL RIS P A RS SR 2 -

V(s) <> m(als) [R(s, a)+~ Y P(s'| 5,a) V(s’)}

TIiZe. Wk, (AFREE ISR P(s" | 5,a), HEA@EHEA .
TD(0) B r 828 ] SRR T R Y mi A -

V(S,) < V(S,) +a [Rm F AV (Sisa) —V(st)}

TD Hfr

o Riyr+9V(Sita) —TD Hbs (TD target): H—HHESEIRG + XF G 2RREH 2 Hifht
Gy

¢ Riv1 +9V(Se41) = V(S)) —TD 9% (TD ervor): Muiflivt 55 [t ] vt M 220 ;

+ I MC HRCHI: MC JIF{SE Gry TD A V(Sia) B £+ 1 ZRARSMIGHR it
Bootstrapping (JiffiiHEEHi{iiHi):

+ 1 DP {0 H: DP MFH MRS P(s' | 5,), TD LURKE T KIBF S
A HR.

TD

TD R7%5 ] mkIE

TD #2720k X
WHTZ ¢ BEEIARTE S., PUATIMEGTRFE] Rigr . #5883 Sipio TD REE R
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’(St = Ry +V(Si1) — V(Sy) ‘
RV = v, (HSHERE) , W EG | S = s] = 02 Bellman R EB R
Ur(8) = Ex[Riy1 + y0r(Seq1) | Se = slo 24 V B v B, & BIEFHE. TD £ g2 AW o,
DR ) 2R At 7

MC vs TD(0): {2-J5 7l

MC TD(0)
HEH H bR Gy (BEW) Repr +7V(Seqr) (—HAlT)
Bootstrapping 7w =
(B~ T A
52 [ ik
#i4F episode 4if 2 i
ey 4 1

TD FIAAf i, e 75 2 KRS RIS, 16 5 RSHELIHE £ (| 1), AE—Ht
BB PIR ORI R MC AUV (o = 0.01) SRS mER . AT B S
TD(0) HERHHEK (a=0.1) SPHEIE, FRITESLHE.

Random Walk: TD(0) vs MC Value Estimation (same trajectory)

After 100 episodes After 200 episodes

)
= 06
g

B 1 5 OARAS ML E R AT (80 ). B MBS E v(s) = s/6, 264 MC (o = 0.01),
2k TD(0) (a=0.1). TD(0) £ 100, 200 J&jJ5#BE MEE S E (100 J5PF# RMS: MC 0.149
vs TD 0.062).

Wil sl : SARSA 5 Q-Learning
BV OEE A Q hH () .

on-policy: SARSA
SARSA [ HAR@22] [ 4RI LR HATIRm ] (SHER) 1 ¢x:

Q(Si, Ay) < Q(Si, Ay) + O‘[Rt+1 +7Q(St41, Ar1) — Q(St, At)]
EVERET I e-Pul . SARSA WY HHE

2
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CAE Sy # e-BTLIE Ay

[\V]

AT Ap, 5] Repr, BIK Sepas

AE Se eSO A CRIUT, AAEM Q {H);
C Ap 1 Q HHEH Q(Se, Ab)s

5. St Sit1, A Ay, EE,

K FARTHEY A O A SRR AT (SHRR), I SARSA 2FIHJ2 e- 5000 T HY
0r, BIRE T RN

w

S

off-policy: Q-Learning
Q-Learning 4> ft (F00) Hem, (HIFTIA HHRZR RN -

Q(Si, Ar) < Q(St, Ay) + [ Rigy + Y max Q(Siy1,a) — Q(Si, Ay)]

1 SARSA fyME—PG: HARH T max, Q(Sit1, a) AR Q(Set1, Arr1)o SARSA HHARHEL
T LPRIERSIE Ay (FIRZRME); Q-Learning i) HAREUEIRE F—Lkietahil, Toisips
WREM T2 2 off-policy: MMM (P00 = Fflb) SPATHIERIE (900 = TR) K.

SARSA vs Q-Learning: &jiB{7E

Z iy Cliff Walking PG (4 x 12487, &AL HARAT, IRE—47H 0 10 28 IR
R EE AT —100, EEAT] 1) R TR RRRA R ZE R, WA 2 PR.

Kptdlge: Q-Learning i [F—2 R PAGHSRERICAT ], FrOAEIN I MR E B M (F 00 skms
ALER); SARSA HITESL PR AT E/R SRR, Wi S EE—IRFENIIRR IR A, PR35
PP LA RN WERRERFE42 500 (e = 0), Q-Learning Mt SRS Al RESE fi—— U T15
1) agent TEFRE IHE S AN LAAE

Expected SARSA 4 Softmax 3§ili%
Expected SARSA A RFE Ay, THRXTETABSIMERINE, WHERRF T2

Q(St, Ar) = Q(Se, Ar) + Q[Rtﬂ +7 > m(a] S1) Q(Sea1,a) — Q(Stht)}

Y HIRRE 7 s e- 700K E 2 on-policy; X4 7 2450 0K B %M T Q-Learning (off-policy ).
4 R ZHUT55 | Expected SARSA i T1448 SARSA—— v Ny TSI EHBG e 5 22 1 ety Sk
ARRCRARE T A

Softmax Mg AILE 7 #7 Q [ERIAXS RN FLHRRAE R -

B exp(Q(s,a)/T)
2, exp(Q(s,b)/7)

T KETYORE, 7 — 0 aTaisl. WERAREEHR (-0 « WRMIER, 51
JETOEMER LA ef | Al RS e, BRI M), T2 BAFR 1R B 2 PR

w(als



CIliff Walking: SARSA vs Q-Learning
(20 seeds, 10-episode moving average)
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Bl 20 BEATE (4x12, a =05, e =01, vy=1, 20 DEHLFT, 10 FREsir) . YIZ00E
SARSA W& R R R E M T Q-Learning: SARSA “F| (P LEMSHTH A (H/RERIA R
TRHMEMER ), Q-Learning 2 fife. (HUIZR HFEHLIRZRE LR

L2449 )E: N 3 TD 5 TD())

INRE AL

TD(0) RE—¥ (KhZEmMzE), MC Hafk (TmiiZz). N 3 TD Zpf 2 o Es:
W, X n R

Gin) =Ry + YRy + -+ 9" 'Ry + V"V (Siin)

e n=1: G,El) = Rt+1 + 'YV(St—Q—l) 7TD(O),
e n—ooo: G =@, —MC;
o 1<n<oor n ANESLRE + LEH n BEBAEA VAR IR

B V(S)) « V(S) +a[G” —V(S)]. N 2 SARSA [, HFELV H Q, FF—
M >, m(a] Sipn)Q(Siin,a) BIA Expected n-step SARSA,

3 JRART n AR ZRAEI I n Ul GEAKI bootstrapping) IR2SHUAE, n Bk (i
MBS ) R MC 752

TD())
SH A n, TDA) HFA n 5 FH LR ERR A



N-step TD on the Random Walk: Bias-Variance Tradeoff

0] — TD(O) (1’1:1) mean of 100 runs, a=0.1, y=1
n-step (n=3)

05 - n-step (n=10)

' === MC (n=0)

RMS error
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K 3: 5 RSBEYEE b N 2 TD 1) RMS iRZEMREm A4k ([Fl— a=0.1, P35 100 J&). n=1
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%, FEEBUIN, AR

Gr=01-0) rte
n=1

« A=0: G} =G ——TD(0);
o 0 <A< 1 BulppPAEBOR, BaEr P ot MEJES .

A Pl bootstrap PREEE : BUNBKINGTTHE (FWMZERTT22), BOGBARIIE SR (W22
[EREIE

Gikgi: TD()\) MMfELEIBL

TD(\) FHEEF] episode L5 A BIH G (FEFA n B1R). ¥k (Eligibility Traces)
RAHELIE R LI BT — RS- ERS (s,a), SERITTRGIM 1, SJEHRRD P UERs il

YA I

ei(s,a) =

’Y)\ et—l(sv (1) + 17 ﬁn%(sv CL) %ﬂ:ﬁ—%ﬁx‘j‘a
7A et—l(sva)) 7IIZI<|)_|\|J

B XA (s,a) 9T Q(s,a) « Q(s,a) + adee(s,a). HHE: FAFIZ [XAVIR
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Watkins’ Q()): ¥R 4k on-policy, Q-Learning f2 off-policy i, F#Mm ——H
PATTARSCLEE (RR ), ARPUBA TR H AR, Sl A0E % -
A # arg max Q(Si41,a) = Fifie(s,a) + 0
Rl FREERN, VERABIATM BT [t L s K] TR 2y .

Zednljf——off-policy &N

e ) B H RIS (Si, Av, Revrs Sevn) EH—UOMEST, BN MR, 855k
(Experience Replay) 4Eff—NEE RN G, fEifRill N AFH:

L SRATHEmS P AT RS . AE AR
2. MNGerh PREALRFE—> mini-batch;
3. FERFEFAS B2 R Q-Learning BT
2R
o FTWERISCYE: BEPRVHR RN K, BVURBHTRNY , BRI 2;
o PRSI BRI, $RmEdhRseER;
o REUIZ: M THT—4 [NE%dE] BUEmfb.

Bl : 25l BAE T off-policy &3 (Q-Learning. Expected SARSA) ., SARSA AfiEg
— BT Y H SRS T R Sh VR, T gk B IHE R B TH SRS, ARDLEL.

Anift RL (&P A

1. kiif: MAB RyE 5 S5 R-F AU . MDP | Bellman 5125 DP =F#ki#fiskf%. DP
TEOCABAL, MC FIESEMR (e 2e. FERGEER), TD BpE 2K R
+ bootstrap;

2. A% (TD %£2]) @ AR MEE I 0——TD(0) f—#H#H . SARSA/Q-Learning
ff) on/off-policy 43HF. N # 5l 2e- 7 222 (BT . LI R T off-policy Hdhik
=

3. Filf: Q-Learning ) max 51 + LM R HUEL = DQN; KW + HARMZIH TD
EHHAREE (F—5).



TD 5k

=B on/off-policy Bootstrap HiriE A

MC on e Gy Tolw, w2
TD(0) on = R+4V(s') A, K072
SARSA on = R+7Q(s,d) HEHERAM
Q-Learning off = R+ ymax, Q(s',-) S LA
Expected SARSA ] 2 R+~3,m(a|s)Q(sa) K2
N-step ] e n R Al fiw2=-TJ5 2% Al
Q) off g AT a4 + GEA% i e 22

« TD(0): —HFLK + F—PAhil, T episode 43

o SARSA: fff A=ttt 4, eFULTIMESE ¢, RFEE;

+ Q-Learning: F#E#i RGN ., AEEPRIIMIRR;

« Expected SARSA: JPRFRP, W%, BN Q-Learning;

o N-step TD: frHffizefiyZs, BORAY n Biix MC;

« TD(N) + BERE: MHRECER S IRZZN I TF, R E P14

o QWS AFIREGE . BEOLERC, FTHOR M. $RTMEARR (X off-policy R ).

M TD % DQN yfrit
1. Q-Learning 1) max 8T + M%GEE = DQN (Deep Q-Network);
2. W + HbsMg = ffk DQN H TD B AR E
3. e-FULBREPIELEF] DQN t (RIEHARL, J5HHE NoisyNet 457 AN ) ;
4. GER B AR — Retrace Bk — Z5A 4R I E I AL off-policy 25225,

PR, IRERT A B {H% I #0——TD J bootstrapping )5 2 .
SARSA/Q-Learning X7} on/off-policy . N 2 5BMHGEAEMZE-Tr 222 [MJJH 1Y, F—5& DQN L
Q-Learning WZAF IS LML, I HALE -5 H M 289 RE R AT E T

SE TR

1. Sutton & Barto (2018). Reinforcement Learning: An Introduction (2nd ed.). Chapters 6-7,
12.

2. Watkins, C. J. C. H. (1989). Learning from Delayed Rewards. PhD Thesis. (Q-Learning Jf44
B30)

3. Rummery & Niranjan (1994). On-line Q-learning using connectionist systems. (SARSA Jfff
179')

4. van Seijen et al. (2009). A theoretical and empirical analysis of Expected Sarsa.



. Lin (1992). Self-improving reactive agents based on reinforcement learning. (Experience Replay

5 HT)

. Mnih et al. (2015). Human-level control through deep reinforcement learning. Nature. (DQN
+ Experience Replay)

. Practical RL, Yandex Data School. Week 3——Model-Free Reinforcement Learning.



